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ABSTRACT

Advanced Nuclear Fuel Cycles (NFCs) involving fuel recycling and advanced reactor and dedicated
system technologies can help address several of the challenges facing nuclear energy, such as uranium
availability and the production of long-lived, highly radiotoxic radioactive waste. Determining how
such cycles should be deployed, however, requires jointly determining facility deployment, material
routing, and operations over long time horizons under various constraints. Existing NFC simulation
tools provide increasingly detailed representations of fuel-cycle facilities and material transfers, but
remain focused on evaluating predefined scenarios, with deployment specified by the user and material
routing determined sequentially. Assessment is therefore limited to comparing a handful of hand-built
scenarios through sensitivity and uncertainty analyses, rather than searching the deployment space for
optimal fuel-cycle configurations.

This work introduces an optimization framework for NFC design and operation. The NFC problem
is first represented as a directed multigraph, where nodes correspond to generic NFC facilities such as
reactors or fuel fabrication plants, and edges define the connections enabling mass transfer between
them. In this framework, the decision variables are the timing and commissioning of the facilities,
as well as the routing of mass packages both within and between nodes, and various constraints can
be added in order to limit the decision space. We then show that under this formalism, a fuel-cycle
scenario is a solution of the resulting constrained decision problem, and state-of-the-art simulation
models can be recovered as special cases in which the decision rules uniquely determine the system

evolution.

1. Introduction

The growing need for low-carbon, dispatchable elec-
tricity and increasing concerns over energy supply security
have recently renewed interest in nuclear energy in many
countries [1]. While nuclear power offers clear advantages
in terms of carbon intensity and baseload reliability, tra-
ditional open fuel cycles, in which fuel is used once and
disposed of as high-level waste, lead to inefficient uranium
utilization, large inventories of long-lived radioactive waste,
and high long-term radiotoxicity [2]. These limitations, in
addition to recent projections of uranium supply constraints
as more and more reactors are commissioned globally [3, 4],
motivate the development of advanced Nuclear Fuel Cycles
(NFCs) capable of multi-recycling spent fuel, separating and
transmuting minor actinides, and supporting advanced fast
reactor technologies [5, 6].

Planning the deployment of such heterogeneous reactor
fleets demands accurate tracking of material flows (nuclide
compositions and facility inventories) across timescales
ranging from months to centuries and beyond. NFC sim-
ulation tools must model the entire fuel chain from ura-
nium mining and enrichment through reprocessing and
waste conditioning and nuclear reactors themselves, while
also handling composition-dependent constraints such as
reprocessed uranium enrichment penalties [7] or plutonium-
related timing constraints in plutonium-based fuel cycles [8].
Closed fuel cycles in particular introduce recycling loops
and complex multi-facility network topologies that are sig-
nificantly harder to simulate than the predominantly linear
flows of open cycles.

Current simulation codes solve NFC problems using a
discrete-time simulation-based approach, in which decisions

are taken one time step at a time. These tools allows to
analyze prescribed scenarios (simulations of pre-determined
reactor fleets and supporting facilities), but do not allow for
exhaustively searching the space of possible scenarios and
determine an optimal planning given a set of constraints. An-
swering the latter requires decisions to be determined jointly
over the entire time horizon, under demand, capacity, and
composition constraints, and possibly optimizing objectives
such as minor actinide inventories or natural uranium con-
sumption. This motivates the need for planning-based tools,
in which a given scenario is not an input to be evaluated but
rather the solution of a constrained decision problem.

The contributions of this paper are therefore twofold:
first, a planning-and-control-oriented formalization of the
NFC problem, in which existing simulation-based software
represents special cases; second, an optimization software
built on this formalization, which determines optimal sce-
narios over the whole time horizon rather than evaluating
prescribed ones.

The remainder of this paper is organized as follows.
Section 2 reviews existing NFC simulation codes and iden-
tifies the methodological gap addressed by this work. Sec-
tion 3 then formalizes the NFC problem as a finite-horizon
discrete-time control problem. Section 4 shows how existing
simulation-based models are recovered as special cases of
this formalization, using ANICCAv2 and Cyclus as illustra-
tions. Finally, Section 5 presents an implementation of the
framework as a mixed-integer quadratic program, together
with a case study.

TODO: add conclusion
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2. State of the art

Over the past decades, several simulation codes for nu-
clear fuel cycle analysis have been developed by various re-
search institutions and countries, each tailored to the specific
scenarios, hypotheses, and computational environments of
its home institution. ANICCA, CLASS, COSI, DYMOND,
FAMILY?21, and NMB4.0 [9] are among the codes with the
most active and recent research records.

A recurring pattern can be identified across most of
these historical codes: the scenarios are structured around
nuclear-engineering-specific facility categories rather than
a generic network representation. COSI [10], CLASS [11,
12], FAMILY21 [13], and NMB4.0 [14] all organize their
solvers around fixed front-end, reactor, and back-end com-
ponents, and ANICCA [15] likewise hardcodes a fixed cat-
egorization of facility and process types. In all cases, the
topology is inseparable from the physical interpretation of
each facility, which makes these architectures inherently
non-modular: adding a facility type or a new topology re-
quires modifying the framework itself. These limitations
motivated the development of a new generation of modu-
lar, facility-agnostic codes. Cyclus[16] and the upcoming
DYMOND v7 [17] pursue this goal through agent-based
architectures, in which facilities are autonomous agents ex-
changing materials and information through connections.
The upcoming ANICCA v2 [18] instead adopts a graph-
based architecture, representing the fuel cycle as a network
of black-box modules and applies a sequential-modular-like
approach from chemical process simulation to a centralized
solver.

These modern codes are considerably more versatile and
modular than their predecessors. Yet they remain, in essence,
simulation-based: they evaluate a scenario that is predefined
by the user, whose facility deployment is a fixed input rather
than optimization results and whose material dispatch is, at
best, the result of a per-step optimization. None of them
addresses NFC optimization on the whole time horizon.
This reflects a deeper, methodological limitation: existing
NFC software have always been presented by detailing their
implementations and features, without ever defining the
general problem that their implementation actually models
and tackles.

The present paper adopts the opposite approach and for-
malizes the NFC problem as a discrete-time control problem,
in which dispatch and deployment are decision variables and
a given scenario is determined based on a solution of the
resulting constrained problem. In this formalization, classi-
cal simulation-based codes are recovered as the particular
case in which the implemented constraints yield a single
admissible decision at every time step.

3. Formalization

A Nuclear Fuel Cycle (NFC) system is described by a
directed multigraph G = (N, £), where N represents a
set of nodes, each node representing a block that can either
represent a facility or a directed multigraph, and £ represents

a set of edges connecting the nodes to one-another. In this
graph, nodes represent facilities that can process and store
masses in an internal inventory, while edges represent con-
nections through which masses can be exchanged between
nodes.

The system is modeled as a finite-horizon discrete-time
mass-dispatch problem. In this system, masses are repre-
sented inside individual packages that are transferred be-
tween nodes. At every time step, package transfers through
each edge are computed, inventories are updated, and pack-
ages are processed. Although the graph itself and its topol-
ogy are fixed, i.e. the M and € sets are fixed, the activation
of the nodes is to be determined (i.e. the commission-
ing/decommissioning of every facility). The simulation time
horizon is denoted as T'.

The decision problem consists of determining, at every
time step t € [0,7T), two quantities for each node: its
activation status, i.e. whether the node is commissioned or
not, and the allocation of the packages, i.e. where packages
should move, both between nodes (as package transfers),
and inside of every node (should packages be processed,
stored, or sent out). From now-on, we define the solver as the
module responsible to determine the solution of the decision
process.

3.1. Mass transfer
A package p € P represents a mass with a given
composition. It is defined by the tuple

plt] = (ct, m, wlt]), ey

where ¢t € CT is the commodity type of the package,
m € R, is its total mass, and w[f] € [0, 11V is its mass-
normalized composition vector, over N so-called tracked
nuclides, such that

1Tw[r]=1 Vte[0,T). 2
The commodify type ¢t € CT defines what the package
represents, e.g. if it is a natural uranium package, a UOX
fuel package, ..., and CT represents the space of all exist-
ing commodities. Since packages can represent radioactive
nuclides that decay over time, their composition depend on
t.

3.2. Node

A node n is a block that maintain a state and can receive,
hold, process, and send packages. A node n € N is formally
defined by the tuple

n= (X, Vo Voo Voo 800D Bo(), Wy, B,), (3)
where
e X, is the state space of the node;
e U/, is its decision space;

e V and Y, areits input and output spaces, respectively;
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e g.(-) and A,(-) are its state update and output func-
tions, respectively;

e W, and O, are node parameters.

Each space is described in the remainder of this section.

3.2.1. State
The state of a node, denoted x, : x,[tf] € X,, Vt €
[0,T), is defined by a minimal tuple of four elements

x,[t] = (1, [t], H,lt], o,[2], n,[2D, 4
where:

max
o [ [1] € P s a list of maximum P packages,
representing the node inventorys;

o H,lf] € (PITIx N)" 2 is a list of maximum Pmex
tuples; each tuple is composed of a tuple of maximum
|CT | packages of distinct commodity type, and of a
target time step ' € N : ¢ > 1; H_[t] represents
packages that are in-processing at time t and that
will be fully processed into output packages at the
corresponding target time step;

e o,[t] € {0,1} is a boolean variable that represents if
the node is commissioned (o, [f] = 1) or decommis-
sioned (o, [t] = 0);

o 1,[f] € {0, 1} is a boolean variable that determines if
the node has already been commissioned once (#,[¢] =
1) or no (n,[t] = 0).

It should be noted that the state definition given above is
a minimal set and that a node state could contain more
information depending on the facility it represents, such as a
reactor core for reactor facilities.

3.2.2. Input and output spaces

During a simulation timestep, a node can both receive
and emit packages. The set of all possible package collec-
tions that can be received by a node defines its input space,
while the set of all possible package collections that can be
emitted defines its output space. Formally, the input space
has the form

v, =[] P ®)

ceCy,

where C,, , are all the input channels of the node, and P,"(** is
the maximum number of packages that the node can accept
through the channel ¢. Based on this definition, we can first
define by v, . the packages coming to the node n on its
channel c. Then, the input of a node v, : v,[t] € V,, Vt €
[0, T) is defined, at a time step ¢, by all the packages coming
to the node through all of its input channels during ¢.
Similarly, the output space has the form

Y= [ P ©)

ceC,,

with C, ,, as all the output channels through which the node
can emit packages. We can then define the output of the node,
Yo - yoltl € Y,, Vt € [0,T), by all the packages that are
leaving the node through all of its output channels, and y,, .[7]
by the packages going out of the node on a channel c at a time
step .

3.2.3. Parameters

A node can be parametrized by two sets of parameters.
The first set are constant parameters 8, € O, that define
the node over the time horizon. This parameter set typically
contains the physical characteristics of a facility, such as
its capacities, processing times, or process parameters. The
second set are time-dependent exogenous parameters w,, :
wylt] € W,, Vt € [0, T) that condition the dynamics of the
node over time. It typically represents quantities such as an
electricity demand to be met or a time-dependent external
constraint.

3.2.4. Decision variables

The decision variable of a node u,[f] is taken in the
decision space U;,. The main decisions taken by u,[f] are
the activation of the node and its package allocation. The
package allocation inside a node n consists in assigning mass
fractions from a set of source packages to a set of destina-
tions. The source packages are composed of all the packages
entering the node through the input channels C, ,[1], all the
packages stored in the inventory I, [t], and the all packages
currently undergoing processing in H[¢]. The destinations
correspond to either storage in I, [f], storage in H,[¢], or
transfer to the output function A, g (-). Regarding the acti-
vation of the node, if a node is not commissioned, it should
not receive, nor send, nor process any packages.

3.2.5. Node dynamics

The dynamics of the node are modeled by two functions:
the state update function g, ¢ (-) that updates the state of the
node between each time step, and the output function A 4 (-)
that computes its output. Formally, they are defined by

xplt + 11 = g g (1, X, [2], ug[2], v, (2], wi[1]) (N
Yoltl = hy g, (8, x,[2], uy[2], 0, [2], wi[2]), ®)

where x,[f+ 1] is the updated state and y,[¢] contains all the
output packages. Together, h,(-) and g,(-) are responsible
for processing packages, routing packages to the output
channels, adding/removing packages from the inventory and
the in-processing list, updating commissioning-related vari-
ables, and handling any other feature modeled in the node.
It should be noted that in many cases, the output function
does not depend on the current input v,[f], which is typi-
cally the case for nodes that process packages and whose
processing spans multiple time steps. Nodes whose output
function depends on their input packages are referred to as
direct-feedthrough nodes, and non-direct-feedthrough nodes
are grouped in the set N'* C N. Additionally, since the
output of non-direct-feedthrough nodes does not depend on
v, [], the output function of such nodes will be denoted as
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[t + 1] % : -

Tolt] ——

Figure 1: Structure of a direct-feedthrough node n with
two input and two output channels. Each arrow represents a
dependency link.

h:ﬁn(‘), such that

Yaltl = hy o (8, x4 1], ug[2], w0y [1]). ©)

Beyond these requirements, no hypothesis is imposed on
the structure of g, 4 (-) and h, g (-) in the general definition
of anode. This expressiveness allows a node to model a wide
range of behaviors, such as package processing, throughput
limitations on each channel, or inventory limits, each ex-
pressed through the state update and output functions, the
admissible set U, (¢, x,[t]), and the node parameters.

3.3. Edge

An edge e € £ is responsible for linking a node output
channel to another node input channel, in order to allow for
package transfer between the nodes. Formally, each edge is
characterized by the tuple

e= (ne,s’ ne,d’ Ce,s’ ce,d) (10)
where:

en,, € Nandn,, € N represent the source and
destination node, respectively;

® c.; € Candc,, € C represent the output and input
channels of n, ; and ng 4, respectively.

Edges directly link a single output channel of the source node
to a single input channel of the destination node, effectively
coupling all the decision problems of all nodes. As node

channels all have their own space phe an edge is only valid
if it links two channels sharing the same space, i.e. if

P

ne,d’CeA,d - e

ne,S’CE,S = (1 1)

In addition, the following constraint is added for each edge:

Yngsrce, 111 =0 (1] =0. (12)

sCe,s Ne.d>Ce.d

3.4. Step evaluation

The information flow within a single node is depicted
in Figure 1. At every time step, the state x,[¢], the decision
variable u,[t], and the input packages v,[f] are used to
produce the output packages y,[¢] and the state at the next
time step x,[f + 1].

In order to execute each node of the graph, one has to pay
attention to the order of this execution, as the output of one

node has an influence on the input of subsequent nodes. This
is especially the case regarding direct-feedthrough nodes,
whose output directly depend on their input. For a graph G,
an execution order can be determined under the condition
that no cycle composed only of direct-feedthrough nodes
exists in G. Otherwise, the output of every node of a given
cycle would be required in order to evaluate the others nodes
of this cycle. Formally, denoting by Z the set of directed
cycles of G, each cycle z € Z being identified with the set
of nodes it contains, an NFC graph is valid if and only if

VzeZ, 3ne N, :neN \N* (13)
Equation 13 is not a strong limitation in practice, as most
package transfer loop in an NFC graph contains at least one
node whose processing spans multiple time steps, such as
irradiation, cooling, or fuel fabrication, which usually makes
sure that at least one non-direct-feedthrough node is present
in each cycle.

Assuming that all the decision variables are determined,
that the joint decision is admissible on the graph and that
Equation 13 is respected, an execution order can be deter-
mined, such as the one explained below. First, one has to
determine a topological ordering (denoted D) of the direct-
feedthrough nodes of G. This ordering is based on the sub-
graph obtained by removing every non-direct-feedthrough
node of G and their connected edges. The topological order
D exists as long as Equation 13 holds, and is fixed over the
time horizon, as the topology of G is fixed. Second, for each
non-direct-feedthrough node, its output can be computed us-
ing Equation 8 in any order, since the computation does not
depend on any node input. Third, for each direct-feedthrough
node iterated upon following the order given by D, its input
v, [t] can be constructed by iterating over its input channels,
and then its output y, [t] can be computed using Equation 9.
Lastly, after collecting the remaining inputs v,[f] in any
order, the state of every node can be updated according to
Equation 7, in any order as well.

3.5. Sub-graph

As stated at the beginning of the section, each node can
represent a subgraph, while still correspond to the definition
of a node given by Equation 3. Let us name the graph of
nodes that are not contained in another node by the main
graph G = (N, €). Denoting by G, = (N, &) the
subgraph contained in a node n’ € N, the spaces X/, W,
and @, of this node can be seen as the Cartesian product
of all the respective spaces of every node in N,,. Regarding
the input (resp. output) space V,, (resp. Y.,) of n’, it is the
concatenation of all the input (resp. output) channel spaces
of the nodes of G, that are connected by edges to nodes
of G. Then, as will be explained in the next section, U,
can be represented as a subspace of the Cartesian product
of the decision space of each node. Lastly, the state update
and output functions can be seen as the abstraction of the
sub-graph update, as described in Section 3.4.

As a last remark, it should be noted that the main graph
can then be seen as a single node as well, with no input (resp.
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output) channel nor space, since no inbound (resp. outbound)
edges are connected to nodes outside of G. Doing so, the step
evaluation of this global node, which essentially corresponds
to the step evaluation of a graph as detailed in Section 3.4,
can be abstracted by a single state update function g(-). This
function is such that

x[t + 1] = go(t, x[1], ult], w(t]) (14)

corresponds to advancing the state of the graph by one time
step. In Equation 14, x[t] = (x,[tDnen> ul] = @, [tDnen s
0 = (0,[tDnen and w[t] = (w,[t]) e correspond to the
graph state, the joint decision on the graph, and both joint
sets of the parameters, respectively.

3.6. Problem statement

Although each node defines a local feedforward decision
problem at every time step, the edge constraints between
node inputs and outputs of Equation 12 make the decision
problem global on the graph. Consequently, the decisions of
all nodes are coupled, through both the edge constraints and
the state update and output functions.

This coupling implies that the joint decision space is not
the mere Cartesian product of the nodal decision spaces.
Denoting by u[t] = (u,[t]),ep the joint decision and by
x[t] = (x,[tD,en the joint state, the joint admissible set U
gathers the joint decisions whose induced node inputs and
outputs satisfy the edge constraints and node dynamics, and
is therefore in general a strict subset of the Cartesian product
of the local sets:

v(txi) € [] V(e x.l0). (15)
neN

The dimensions removed from the Cartesian product corre-
spond to the degrees of freedom lost due to the coupling.

The general decision problem, which consists of finding
the joint decision at every time step depending on the system
constraints, dynamics, and parameters, can now be defined
formally as

find: (16a)
{u[t] vt e [0,T) (16b)
subject to , Vt € [0, T):
yne,s’be,s [t] - Une,dvae,d [t] = O Ve € 8
xplt + 11 = gn g (1, X, 1], up[1], vp[1], wy[1]) - Vn € N
Yalt] = hy g (2, xq[1], uy[2], 0, [2], wi[1]) Vn g N
Yalt] = Ry (& Xqt], 1], w4 [1]) Vn e N*
(16c)
given:
G=(WN,&
0=20, Vne N
x[0] = x,[0] Vne N (16d)
wlt] = w,[t{] VYne N,t€[0,T)

Equation 16 defines, for the whole horizon, a single fea-
sibility problem whose unknown is the complete decision
sequence. Denoting this sequence by u = (¢[0], ..., u[T —1])
and by £ the set of sequences satisfying Equation 16¢ given
Equation 16d, the general problem reads: find u € Q. It
should however be noted that at this level, no hypothesis is
made on the existence or uniqueness of u.

When £2 contains more than one element, the remaining
degrees of freedom can be exploited to select a decision
sequence that is optimal with respect to one or several
objectives. An objective is expressed as a function of the
trajectory (sequence of generated states and decisions) gen-
erated by u over the whole horizon. Since a given commis-
sioning and operational planning may be evaluated against
several, possibly conflicting, objectives, such as minimizing
an economic cost, a material inventory, or a given mass
transfer, the general problem is posed in a multi-objective
form. Given K objective functions gathered in the vector
J@) = (J1(), ..., Jg(u)), the optimization problem reads

u* € arg %in J(), a7
ue

understood in the Pareto sense: a solution u* is sought
such that no other feasible sequence improves one objective
without degrading another. The single-objective case is re-
covered for K = 1.

It should be noted that a same quantity of interest may
equally be used as an objective, as above, or as a constraint
defining €2 through the state update or output functions,
for instance by bounding a material inventory rather than
minimizing it. The choice between the two is part of the
problem specification.

4. Expressing simulation-based models
5. MIQP formulation and case study
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