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Abstract—Public speaking is a common activity in many areas
of daily and professional life. However, communication skills are
often difficult to master, and opportunities for practice remain
limited, as the presence of an audience is difficult to replicate.
To address this need, Virtual Reality training systems have been
developed. Once immersed in the environment, users can practice
in realistic conditions and in front of an audience, albeit virtually.
However, to further improve fidelity and training outcomes,
audience responsiveness is essential. A framework for integrating
Artificial Intelligence (AI) is therefore proposed. The underlying
objective is to enrich the experience through AI-driven virtual
agents that, over time, respond appropriately to the speaker’s
performance and emotional state. This framework is presented
along with the main design choices of the application.

Index Terms—public speaking, virtual audience, artificial in-
telligence

I. INTRODUCTION

Thanks to Virtual Reality (VR) capabilities, business pro-
cesses can be accurately recreated in secure and tailored envi-
ronments to develop competencies. Recently, the relevance of
VR for improving public speaking skills has been highlighted
[10], as they are essential in management situations. However,
such soft skills are often overlooked and acquired directly
through on-the-job experience. Training opportunities also re-
main limited due to the difficulty of reproducing realistic pre-
sentation conditions. Thanks to VR, public speaking tasks can
be simulated in controlled environments using virtual agents
[11]. Users can repeatedly practice while immersed in front
of virtual audiences, thereby approximating real-life settings.
Integrating Artificial Intelligence (AI) into these applications
could further enhance effectiveness by enriching interactions
and increasing realism. The design of AI-driven virtual agents
would then expose speakers not only to the presence of an
audience but also to contextually appropriate reactions, thereby
better preparing users for real-world speaking situations [2].

II. VIRTUAL AUDIENCE DESIGN

As the objective is to create intelligent virtual audiences
displaying appropriate reactions, speaker performance must
be tracked in real time during immersion. One of the most
influential factors shaping performance is vocal delivery (e.g.,
intensity, speech rate, fundamental frequency), which is also a
strong predictor of anxiety [3]. Although nonverbal behavior

(e.g., posture, gaze) and presentation content are also relevant,
acoustic parameters alone enable a useful approximation of
performance [3] and can additionally be used to detect the
speaker’s emotional state. Emotion expression also influences
perceived speaker performance, as it may be valued in some
contexts but considered inappropriate in others.

Designing plausible and appropriate virtual audience reac-
tions is both a technical and conceptual challenge. The virtual
agents’ behaviors must indeed be carefully designed as well,
given the variety of factors influencing how attitudes are per-
ceived [6]. Several studies have examined how characteristics,
such as agents’ realism or gender, affect the perception of au-
dience nonverbal behavior. Perceptual studies often rely on the
dimensions of valence (i.e., sympathy toward the speaker) and
arousal (i.e., level of activation) to model different audience
attitudes and assess their perception [6]. Such cues directly
influence the perceived appreciation of the presentation by the
audience and, consequently, the stress elicited during the task.
The proposed pipeline therefore relies on a valence–arousal
coding system previously validated through perceptual studies
to ensure coherence [4].

III. TECHNICAL IMPLEMENTATION

The proposed pipeline focuses exclusively on users’ speech
in order to address VR technical constraints. In fact, although
nonverbal cues constitute valuable performance indicators,
they are difficult to track without using external devices. Con-
versely, verbal behavior remains the most accessible modality
in VR settings as it can be captured directly through headset
microphones, thereby supporting simple and easy-to-deploy
solutions. Another key objective is to ensure that all processing
is performed locally within the headset to preserve user
data privacy. The development of dedicated machine learning
algorithms and the local integration of AI models are therefore
essential, while still representing a technical challenge. An
overview of the pipeline is presented in Figure 1.

First, an emotion detection module analyzes users’ vocal
delivery. Acoustic features are extracted from the microphone
signal using the GeMAPSv01b openSMILE configuration,
selected for its compact 68-feature set yet relevant for emotion
and performance assessment [7]. The models are deployed in



the VR headset using the ONNX format for embedded integra-
tion. This module relies on a machine learning algorithm that
predicts probability distribution vectors across ten emotional
states relevant to public speaking [5], rather than a single-
emotion output as most existing systems do [1]. This design
choice enables the application to account for the variability of
human emotional perception. The model was trained on the
EVE corpus, which contains emotional recordings validated
through a perceptual study on their actual recognition [5].
The predicted emotional distribution vector is used to guide
audience responses, approximating how a real audience would
respond based on the speaker’s emotional state. The extracted
acoustic features will also be used to compute performance
indicators. This constitutes future system improvements.

In parallel, the user’s audio signal is processed by a speech-
to-text module, for which two solutions embedded directly into
the VR headset are considered and will be compared (i.e.,
Vosk [13] and Whisper [8]). This transcript is then used as
input to a Large Language Model, integrated directly into the
headset using UndreamAI and the LLaMA 3.2 1B model [12],
to implement a conversational agent. The LLM also considers
the detected emotional state and the computed performance
indicators to generate appropriate verbal responses.

To ensure responsiveness while limiting latency, processing
is performed iteratively throughout the presentation. Once the
user stops speaking for a predefined duration (i.e., 6 seconds),
the final transcript, detected emotions, and performance indi-
cators are jointly used to generate audience reactions. These
inputs are processed by two complementary components. First,
the LLM generates the audience’s verbal responses (e.g.,
comments or questions), while the emotion and performance
modules drive the selection of nonverbal audience behaviors.
Appropriate posture, facial expressions, and head movements
are then triggered in the virtual agents. However, there is
currently limited research specifically defining appropriate
audience behaviors in reaction to speakers’ performance. This
aspect will therefore be investigated to assess whether the
generated behaviors are perceived as coherent and relevant by
users. Regarding verbal behavior, the generated responses are
then converted into audio using Piper text-to-speech models
[9], thereby enabling verbal interaction with the audience.

It is worth noting that the system is designed to be mul-
tilingual, with the user preselecting the language before the
session starts, after which the modules adapt accordingly. The
whole system operates in a loop, with continuous processing
until the end of the presentation.

Fig. 1. Pipeline overview

IV. CONCLUSION AND FUTURE WORK

This work presents a framework for AI-driven virtual au-
diences for public speaking training in VR. The system is
designed to run locally on the headset to ensure privacy, while
integrating machine learning–based speech analysis to estimate
the speaker’s emotional state and performance. The developed
application aims to help users acquire essential skills in a
variety of simulation contexts. However, challenges remain.
The design of appropriate audience reactions remains to be
investigated, given the limited number of studies on virtual
audience behavior. Moreover, running models on standalone
VR headsets introduces computational constraints, raising op-
timization challenges related to efficiency and latency. Future
work will focus on implementing the complete processing
pipeline and evaluating the system with respect to perceived
audience realism and the overall effectiveness of the training
solution.
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