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Asynchronous workloads

In the Kokkos programming model for performance portability, parallel work is described Simulations involve multiple types of governing equations that are specific to subdomains
by a functor, a pattern, and a . heterogeneous coeflicients, different source terms, ...).

Kokkos::parallel for (

Kokkos: :RangePolicy (numWorkItems) , functor

AAIIALIALLALIALLANAALIANAANNAN AN

Gather ? -gpatially dependent stretch func-
1(%3% | T o tion in PML
Fill Alr
element -source term related to incident
data Scatt P field in nanoline
for all elements catter = 5
S <
clement ﬂ ﬂ ﬂ . ﬂ ﬂ ’\ S %) -homogeneous coefficients in air
matrices . S |
spacer and substrate
element .
rhs L] . . . o
for all elements - Dirichlet and periodic boundary
conditions
local
‘% matrix
S ’A’g /N local
VA' — rhs
[
><><
|
e
We develop a FE code based on Kokkos and Trilinos. > Tailoring functors to subdomain, type of BC, ... helps
The FE assembly involves a hierarchy of functors tha | === optimize resource usage and instructions. This leads
carry out the elementary operations. Efficiently schedul- ] TR ERY to many workload dispatches that must be efficiently
ing many parallel dispatches on device is a key challenge. scheduled.

Runtime scheduling
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For the Cuda, HIP and SYCL backends, the asynchronous
workloads are executed concurrently when permitted by
their dependencies and available resources.

Kokkos: :Graph allows a Direct Acycl
DAG) of asynchronous workloads to be dispatched.

For the Cuda, HIP and SYCL backends, it maps to op-
timized vendor graph constructs that allow the entire

Mapping to Kokkos

¢ Graph

The Nsight Systems tracing shows the DAG to be dispatched efficiently.

cudaGraphInstantiate and cudaGraphLaunch API
calls on the host thread and multiple asynchronous workloads
running concurrently in distinct device streams.
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auto graph = Kokkos::create graph([&] (const auto& root) A
auto pml then s then dbc = root
.then parallel for(policy pml, functor pml)
T — .then parallel for(policy s pml, functor s pml)
» o svemz .then parallel for(policy dbc s pml, functor dbc s pml);
P auto air then s = root
R .then parallel for(policy air, functor air)
o .then parallel for(policy s air, functor s air);
| auto agg = Kokkos::when all(pml then s then dbc, ..., air then s);
T Steamat _ agg. hen_parallel_for (policy_pbc, functor_pbc);
ansuanz oid Kokkos:{mpt:ouda.perallel .. P
T void Kokkos:Impl:cuda_paralle.. graph.instantiate();
R ] e T graph.submit (exec) ;
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